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Abstract

Most trade models featuring heterogeneous firms assume a Pareto (or power-law)
productivity distribution, on the basis that it provides a reasonable representation
of the data and, moreover, because of its analytical tractability. On the other hand,
both theoretical and empirical works show that the characteristics of the productiv-
ity distribution crucially affect the estimated gains from trade in presence of firm
heterogeneity. This paper investigates what happens to gains from trade when one
departs from the assumption of a Pareto productivity distribution and opts instead
for a longnormal distribution. In so doing, we complement recent evidence by Head
et al. (2014) by offering a thorough comparison between results obtained with the
two alternative assumptions, and their sensitivity to a number of key parameters.
We find that thicker tails in the productivity distribution are associated with larger
welfare gains from trade liberalization; the welfare gains estimated under a Pareto
distribution tend to be both larger and more sensitive to variations in key parameters
of the model, such as the elasticity of substitution. As for the additional contribution
of heterogeneity to welfare, we find that the more heterogeneous is firm productivity,
the smaller is the difference with respect to a standard model where all firms are
identical.
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1 Introduction

This paper investigates what happens to estimated gains from trade when one departs

from the standard assumption of a Pareto productivity distribution that characterizes

most of the existing literature. In so doing, we complement recent evidence by Head

et al. (2014) by offering a thorough comparison between results obtained assuming either

a Pareto or a lognormal distribution, and their sensitivity to a number of key parameters.

The evaluation of the gains from trade accruing from models featuring firm hetero-

geneity (in productivity, as in Melitz 2003) has been capturing quite a lot of attention

in the recent literature (Arkolakis et al. 2012, di Giovanni & Levchenko 2013, Melitz &

Redding 2013, Head et al. 2014, see for instance). The issue has to do both with the

comparison between standard (homogeneous firm) models and the more recent vintage of

new-new trade theory, i.e. with the measurement of the additional gains brought about

by heterogeneity (Arkolakis et al. 2012, Melitz & Redding 2013), and with the sensitivity

of gains to the degree (and the shape) of heterogeneity (di Giovanni & Levchenko 2013,

Head et al. 2014).

Our notional journey starts from Arkolakis et al. (2012) and Melitz & Redding (2013).

The former assess the additional gains from trade associated with firm heterogeneity. On

top of the standard welfare gains already present in the new-trade literature Krugman

(1980), heterogeneity adds an additional source of gains in the form of within-industry

reallocation of market shares, forcing low productivity firms to exit and more efficient

ones to expand, thus lifting aggregate productivity. Arkolakis et al. (2012) conclude that,

in fact, this new insight does not alter much the evaluation of the benefits of trade, as

the additional benefit associated with heterogeneity are small. Melitz & Redding (2013)

investigate the issue further, and show that the dismal result by Arkolakis et al. (2012)

depends on the specific way these authors use to compare models with homogeneous or

heterogeneous productivity distributions. Using a different approach, they find that the

differences in aggregate welfare are quantitatively important.1

Another interesting take at the issue of the welfare gains from trade is provided by

di Giovanni & Levchenko (2013). They use a multi-country model to investigate the

welfare impact of a series of reductions in fixed and variable trade costs under different

degrees of heterogeneity in firm productivity. In particular, they shows that the degree

of heterogeneity —the shape parameter of the Pareto distribution in their paper— sig-

nificantly affects both the magnitude and the composition of gains from trade, as well as

the benefits accruing from a reduction in fixed versus variable trade costs. The reason

1More specifically, the “macro” calibration by Arkolakis et al. (2012) requires the two models to have
the same trade elasticity with respect to trade costs, and the same domestic trade share, whereas the
“micro” approach taken by Melitz & Redding (2013) only changes the degree of heterogeneity in the
models, taking the homogeneous case as a limit (degenerate) case of the more general heterogeneous firm
specification. See Melitz & Redding (2013) for more details on the two approaches.
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for this is that productivity dispersion affects export participation and thus the impor-

tance of changes at the extensive margin of trade. A reduction in trade costs shifts the

export productivity threshold and the number of firms that can successfully export: when

the upper tail of the productivity distribution is thick, then marginal new exporters are

much smaller than firms already exporting and thus have a very limited impact on wel-

fare. Indeed, when comparing a model featuring a Zipf’s productivity distribution with

a counterfactual economy where the distribution is less dispersed (the shape parameter

moves from 1 to 2), they find that —in the latter case— gains from a reduction in fixed

costs are an order of magnitude larger, while the impact of a reduction in variable costs

an order of magnitude smaller.

The question then arises as to whether choosing a different type of productivity distri-

bution may push the argument by di Giovanni & Levchenko (2013) even further. Rephras-

ing, we are interested in understanding whether, when it comes to quantifying welfare

gains and the potential benefits accruing from a reduction in fixed and/or variable trade

costs, the assumption that productivity follows a Pareto distribution may no longer be

an innocuous simplifying assumption, but rather crucially affect the results.

The issue is rooted into the old question of the most appropriate distributional assump-

tion to model firm size and productivity (the two being closely related in the standard

monopolistic competition cum CES preferences that represents the backbone of Melitz-

type models). This is a classical theme in applied industrial organization, which dates

back at least to Gibrat (1931), who claims that a lognormal distribution provides a very

good representation of data on French firms, and postulates a model of multiplicative

growth (where growth is independent of size) that generates such a distribution. Indeed,

the lognormal and the Pareto distribution have been the two main competing alterna-

tives, with the consensus among the academic community somehow swinging over the

years (Steindl 1965, Ijiri & Simon 1974, 1977, Gabaix 1999, Axtell 2001, Luttmer 2007,

Bee et al. 2014, see for instance).

In the trade literature, most if not all papers assume a Pareto or Zipf’s productivity

distribution. This choice is motivated on two main bases: first that the Pareto is tractable

and very convenient from a modeling point of view, allowing for closed-form solutions;

second, that it provides a good approximation of the data, at least for US firms. To

substantiate this latter claim, reference is made to the work by Axtell (2001), who find

how a Zipf’s law provides a good representation for the entire distribution of firms in his

sample. More recent evidence, however, suggests that the Pareto distribution does not fit

very well the whole size/productivity distribution, but only the upper tail. And even this

is debatable both from a methodological (Virkar & Clauset 2012) and an empirical point

of view (Rossi-Hansberg & Wright 2007, Bee et al. 2014, Head et al. 2014).2

2The main methodological issue has to do with the common practice of binning the data before fitting
a distribution. Virkar & Clauset (2012) forcefully show that this is an important source of bias.
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Head et al. (2014) provides convincing evidence in favor of the lognormal distribution

and, building on this, explore what happens to gains from trade when abandoning the

Pareto assumption in favor of lognormality. They claim that the welfare effect can be

twice as large as under the Pareto assumption: given that lognormal is normally though

of as featuring lighter tails than the Pareto, this result by Head et al. (2014) seems at

odds with the evidence put forward by di Giovanni & Levchenko (2013). This paper

complement the analysis by i) providing a thorough comparison of the welfare effect

of trade liberalization under alternative distributional assumptions; ii) looking at the

additional welfare effect of heterogeneity; iii) investigating the sensitivity of results to key

parameters of the model such as the elasticity of substitution, the degree of heterogeneity

in firm size, the magnitude of (fixed and variable) trade costs.

The rest of the paper is organized as follows: the next section presents a brief overview

of the theoretical setup we refer to, largely based on the work by Melitz & Redding (2013);

Section 3 represents the core of the paper and discusses our results. Section 5 link our

findings to the existing literature and concludes.

2 Theoretical background

Melitz & Redding (2013) presents a simple two-country model from which they derive a

series of general results relative to the welfare gains of trade liberalization that are inde-

pendent of any distributional assumption. The paper assumes two symmetric countries

populated by a continuum of heterogeneous firms that incur a sunk entry cost fe before

they can discover their productivity φ, which is sampled from a common and invariant

distribution g(φ). Production entails fixed costs (fd) and a constant marginal cost that

depends on productivity. If international trade is allowed, i.e. when countries move from

autarky to free trade, then exporting firms face also a fixed export cost (fx) and an iceberg

variable trade cost (τ). All costs are expressed in unit of labor, which is the sole factor of

production.

Demand is modeled by means of the usual CES preferences giving rise to the standard

pricing rule for firms, namely a markup over marginal costs. The zero profit conditions in

each market define the productivity cutoffs for serving domestic and foreign consumers:

operating profits must cover fixed costs.

Melitz & Redding (2013) compute the gains from trade (GFT) by comparing welfare

in autarky WA with welfare under free trade W T , and show that irrespective of any

assumption on the shape of the productivity distribution, GFT can be computed as the

ratio between the productivity cutoffs for serving the domestic market under the different

regimes:
W T

WA
=

φT
d

φA
d
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where the superscript T and A identify the trade and autarky regimes, and φd is the

minimum productivity level required to successfully serve the domestic market.

We exploit this result to investigate what happens to GFT when one assumes differ-

ent productivity distributions g(φ), and different values for parameters within the same

distribution. In particular, we focus on comparing the results obtained assuming a Pareto

versus a lognormal distribution for firm productivity. From a practical point of view,

the main difference is that while the Pareto case allows one to get closed-form solutions

for the threshold productivity levels, this is not possible in the lognormal case, so that

we have to revert to numeric methods. Appendix ?? provides the readers with the full

derivation of the model in the lognormal case.

As for the homogeneous case, Melitz & Redding (2013) treat it as a special (degenerate)

case of the more general model featuring heterogeneous productivity. In particular, they

assume that after paying the sunk entry cost fe firms draw a productivity that is either

zero or positive (φ̄d) with exogenous probabilities. The calibration of the homogeneous

productivity model is such that the autarky equilibria in the two models are equivalent.

This means equating both the probability of successful entry in the homogeneous (1−Ḡd)

and heterogeneous case (1−G(φA
d )), and the average productivity levels (φ̄d = φ̃A

d , where

φ̃A
d is a weighted average of firm productivity in the heterogeneous case).

3 Empirical analysis

3.1 Selection of model parameters

To evaluate the GFT we need to make assumptions about the distribution of productiv-

ity and its key parameters (the shape parameter k and the minimum productivity φmin

for the Pareto case, the standard deviation σ for the lognormal distribution), as well

as about the parameters that determine the equilibrium, namely sunk and entry costs

(fe,fd,f, x), transport costs (τ), and the elasticity of substitution (ǫ). For the sake of

comparability with existing works, we start from values of the parameters equal or simi-

lar to those adopted by Melitz (2003) and Head et al. (2014), and subsequently investigate

the robustness of results to different values.

The first thing to note is that the standard combination of CES preferences and

monopolistic competition cum yields a strict relationship between firm size (as measured

by sales) and productivity. In fact, sales of a firm with productivity φ can be expressed

as:

s(φ) = RP ǫ−1p(φ)1−ǫ

where R is total expenditures, P the ideal price index, p(φ) is the equilibrium price

set by a firm of productivity φ. Hence, sales are a power function of productivity. As

noted by Head et al. (2014), this means that, for both the Pareto and the lognormal
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distributions, sales follow the same distribution as productivity with minor changes to

the parameters. This relationship is exploited in the literature because data on firm sales

are more reliable that data on productivity; hence, one can estimate the parameters of the

Pareto or lognormal distribution using sales data, and then derive the relevant parameters

for the productivity distribution using the following simple relationships:

k = ksales · ǫ− 1 (Pareto); σ =
σsales

(ǫ− 1)
(lognormal)

.

Melitz & Redding (2013) set k = 4.25 and ǫ = 4, implying a shape parameter for

the distribution of firm size ksales = 1.42 roughly halfway from the two cases investigated

by di Giovanni & Levchenko (2013), who compare GFT when ksales = 1 Vs ksales = 2.

Other papers, namely di Giovanni & Levchenko (2013) and Head et al. (2014), take the

estimated parameters of the Pareto and longormal distribution of firm sales as given,

setting ksales = 1.06 as in Axtell (2001), and σsales = 2.39 as in Head et al. (2014).3 From

these values, one derives the parameters of the productivity distribution depending on

the choice of the elasticity of substitution, which therefore plays a very important role.

Both Melitz & Redding (2013) and Head et al. (2014) set ǫ = 4, although the sensitivity

of the results to this parameter is one of the main points we address below.

For the remaining parameters, Melitz & Redding (2013) choose values allowing them

to match the stylized facts about the intensive and the extensive margin of trade in the

US economy reported by Bernard et al. (2007). In particular, setting fe = 0.0145 and

fx = 0.545 yields an export participation rate equal to 18%, while setting τ = 1.83 allows

them to match the average fraction of exports in firm sales (14%). The latter calibration

exploits the relationship τ1−ǫ

1+τ1−ǫ = export intensity. The Pareto scale parameter φmin and

the fixed production cost fd are both set equal to 1, but the value has no bearing on the

results. The same applies to the mean of the lognormal distribution, which does not enter

the computations. Head et al. (2014) show that, under lognormality, the magnitude of

the GFT are not invariant to the value of fe: as a consequence, we also experiment with

their preferred value (0.5).

4 Gains from trade

We start our analysis by replicating the baseline exercises performed by Melitz & Red-

ding (2013), in which GFT are computed for different values of τ and fx comparing the

homogeneous and heterogeneous cases: in Figures 1 and 4 show two Pareto distributions

3The former value is by far the most popular point estimate in the literature that assumes a Pareto
distribution. On the other hand, Head et al. (2014) provide convincing evidence that the lognormal
provides a very good fit to their data on export sales by French manufacturing firms. Similar results are
reported also by Bee et al. (2014).
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Figure 1: Welfare gains as a function of τ in the lognormal and Pareto case.

with different shape parameters, and a lognormal case. We use two values for the Pareto

shape parameter, k1 = 4.25 (as in Melitz & Redding 2013), and k2 = 3.18 (resulting from

assuming ksales = 1.06 and ǫ = 4).

Figure 1 shows the welfare impact of moving from autarky to a free case scenario char-

acterized by a range of finite variable cost values. Results for k = 4.25 are in line with

Melitz & Redding (2013): the heterogeneous models always produce larger GFT, and in

the heterogeneous case, large trade costs imply that that the representative firm does not

find it profitable export. When comparing the three distributions we see the emergence

of a ranking among the three cases: fatter tails (more heterogeneity) are associated with

larger GFT, whereas the lognormal and the Pareto with k = 4.25 are very close. Further-

more, we see that fatter tails in the productivity distribution yields GFT that are more

sensitive to variations in iceberg transport costs. In fact, as detailed in Table 1, both the

range of GFT and their standard deviations are smaller when moving from the Pareto

with the heaviest tail, to the second Pareto distribution, to the lognormal.

Table 1 also reports the GFT computed for a specific value of iceberg transport costs

(τ = 1.83) in the homogeneous and heterogeneous versions of the model for the three

productivity distributions. The additional GFT associated with firm heterogeneity are

extremely small in the case of the Pareto distribution with thicker tails (k = 3.18), whereas

they are relatively important (1.8–2.1%) in the other two cases. This is consistent with

the notion that a reduction in transport costs mainly affects the intensive margin of trade,

so that heterogeneity has little effect on GFT (di Giovanni & Levchenko 2013). Indeed,

the level of GFT is larger when the distribution of firms is more skewed, since a reduction
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Table 1: Gains from trade (relative to autarky) generated by a reduction of variable trade
costs: comparison between heterogeneous and homogeneous case and across different
degrees of heterogeneity.

autarky to τ = 1.83 ∆τ : heterog. case

homog. heterog. range st. dev.

Pareto (k = 3.18) 4.1 4.5 23.34 6.73
Pareto (k = 4.25) 0.1 2.2 20.89 5.91

lognormal 0 1.9 19.67 5.89

Values in percentage points.

in τ mainly works through boosting trade of the few very large firms that populate the

economy.

Figure 4 replicates the same exercise mimicking the effect of a trade liberalization

that moves the system from autarky to a free trade equilibrium characterized by τ = 1.83

and a varying degree of fixed costs, ranging between 0 and 1 (as in Melitz & Redding

2013). We can see that the levels of GFT are much smaller than before, roughly ranging

between 1 and 5 percent in the three heterogeneous models, but also that the impact

of heterogeneity is more clear cut. As opposed as in Figure 1 above, here fatter tails

in the distribution of productivity are associated with less sensitivity of GFT to fixed

costs. In fact, as noted by di Giovanni & Levchenko (2013), fatter tails imply a bigger

difference between the largest exporters firms and the marginal firm which represent the

extensive trade margin of a variation in fixed costs. The figure also confirms a clear-cut

hierarchy for the magnitude of GFT, with larger welfare effects associated with fatter-

tailed productivity distributions. Hence, estimations of GFT seem to vary significantly

depending on the distributional assumptions.

Sensitivity of the lognormal model to variations in σ. So far, we have assumed

that the lognormal distribution is characterized by a specific dispersion parameter (stan-

dard deviation), setting σ = 0.797 as in in Head et al. (2014). Now, we explore the

sensitivity of GFT to variation in the degree of firm heterogeneity as measured by σ,

letting it varying between 0.2 and 1.8.4 Results are summarized in Figure 3: com-

putations are performed keeping all the other parameters at their benchmark values

(τ = 1.83, fe = 0.0145, fx = 0.545, ǫ = 4).

As one could expect from the previous discussion, GFT increase monotonically with

the degree of productivity dispersion σ, which in the case of a lognormal distribution

4Given the value of other parameters, it turns out that for σ ' 2, finding the equilibrium productivity
threshold becomes numerically difficult, so that the estimated welfare gains are unreliable. The range
of values taken byσ is however reasonably large to provide us with a good representation of the model
behavior.
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Figure 2: Welfare gains as a function of fx in the lognormal and Pareto case. Transport
costs τ = 1.83.

implies thicker tails. Variations can be important, as GFT pass from zero in the case of

a very concentrated distribution (σ = 0.2) to 5% when σ = 1.8. As a reference, consider

that GFT in the Pareto case are estimated in the range of 2.2% (k = 4.25) and 4.5%

(k = 3.18).

Sensitivity of GFT to variations in ǫ. Once we consider that, in both the Pareto and

the lognormal case, the parameter governing the degree of heterogeneity in productivity

(k and σ) depend on the value taken by the elasticity of substitution (because of the

relationship between sales and productivity is mediated by it), and given that the latter

is notoriously difficult to pin down, the question arises as to how sensitive are GFT to

the specific choice of ǫ. In fact, (Behrens et al. 2012, footnote 8) note that “estimation

results for ǫ depend both on the level of aggregation and the estimation method, and

vary widely. For example, Hanson (2005) using aggregate U.S. data, obtains about 7

with non-linear least squares and about 2 with GMM. Estimates in Hummels (1999) vary

from 2 to 5.26. Using extremely disaggregated data, Broda & Weinstein (2006) estimate

several thousand elasticities of substitution, which range, depending on the industry and

the level of aggregation, from 1.3 (telecommunication equipments) to 22.1 (crude oil).”
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Figure 3: Welfare gains as a function of σ in the lognormal case.

di Giovanni & Levchenko (2013) touch upon this issue by using three different values

for ǫ: 4, 6 (their benchmark), and 8. They report larger welfare gains under a lower ǫ,

although their are mainly interested with the fact that their main results are unaffected

from a qualitative point of view. Figure 4 compares GFT under the Pareto and lognormal

assumption when we let ǫ vary and, with it, we modify the degree of firm heterogeneity

in the model. The exercise is performed by giving the baseline values to all parameters

(τ, fe, fd, fx), fixing the relevant parameters of the distribution of firm sales (ksales = 1.06

under Pareto, σsales = 2.39 in the longnormal case) and exploiting the relationship that

links the parameters of the distribution of firm size to those of the associated productivity

distribution (k = 1.06 · ǫ− 1 and σ = 2.39/(ǫ − 1)). Hence, when the elasticity of

substitution varies, so does the degree of heterogeneity.5

We do find that a lower elasticity of substitution is associated with higher GFT (as

it implies thicker tails in the productivity distribution), and also find that the Pareto

always dominates the lognormal model in term of welfare gains. GFT are very sensible

to the choice of ǫ, moving from a 98% (Pareto) or 68% (lognormal) welfare increase when

ǫ = 1.7 to virtually no effect when the elasticity of substitution goes above 7 or 8, well

5Appendix B, which contains additional results not included in the paper, shows what happens to
GFT when we let ǫ vary without affecting the degree of heterogeneity in firm productivity.
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Figure 4: Lognormal and Pareto welfare gains as a function of ǫ. Variations in ǫ affect
the degree of productivity dispersion (k or σ). Fixed and variable trade costs at their
baseline values τ = 1.83, fx = 0.545.

in the range of plausible values still. The assumption of a Pareto distribution appears to

make results more sensitive to the elasticity of substitution: on the one hand GFT rise

more steeply when ǫ goes down, on the other hand, GFT remain positive (i.e. non-zero)

for a larger span of values.

The comparison between the homogeneous and heterogeneous models shows that as

ǫ gets smaller and the GFT increase in magnitude, the additional welfare gains due to

firm heterogeneity, mainly driven by the extensive trade margin, get less and less relevant

(see Figure B2 in the Appendix). Hence, a bit paradoxically, the more heterogeneous is

productivity, the less is its contribution to GFT.

Simultaneous variation in all model parameters. Variations in the elasticity of

substitution not only affect the degree of heterogeneity in firm productivity, but also

trade costs.6 In fact, Melitz & Redding (2013) set τ = 1.83 by exploiting the relationship
τ1−ǫ

1+τ1−ǫ = 0.14, where the right-hand-side of the equation equals the average share of export

6Hummels (1999, as quoted by Behrens et al. (2012)) notes that “without knowing ǫ we cannot infer
the size of the trade barrier, and without knowing the size of the barrier we cannot infer ǫ.
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on total sales among US manufacturing firms. Hence, keeping τ fixed while letting ǫ vary,

may introduce a bias in the analysis.

Figure 4 shows what happens to GFT when we let τ change alongside k and σ when the

elasticity of substitution varies. Conceptually, this means we are estimating the welfare

effects of a switch from autarky to a free trade equilibrium in which the share of export

on total sales is the one we observe in the data. In the analysis we have set export

intensity equal to 21.6%, which is the level observed for French manufacturing in 2003

(the same data on which the lognormal distribution is estimated), although this specific

choice has little impact on the results. Clearly, if τ adjusts to match the observed share

of exporting firms, the magnitude of GFT get substantially reduced, as we are putting a

brake on the working of the extensive margin. This is especially clear for low values of ǫ:

the maximum gain one get is now in the range of 30–40% in the Pareto case, down from

the 98% recorded previously.

Head et al. (2014) show that in the lognormal model, fe also has a bearing on the

GFT, while this is not the case under Pareto. The dotted line in Figure 4 therefore

represents GFT computed setting fe = 0.5. This change, by making entry more difficult,

increases the average productivity of operating firms and thus boosts GFT for each level

of ǫ.7 Contrary to Head et al. (2014), we do not find an inversion in the ranking between

the Pareto and the lognormal model when setting fe = 0.5: this is due to the choice of

the shape parameter of the Pareto distribution. In fact, while we stick to the assumption

of a nearly Zipf’s law for firm sales (ksales = 1.06), Head et al. use (much) larger values

ranging from 1.37 to 4.85. Larger shape parameters, that imply thinner tails in the size

and productivity distributions, yields lower GFT.

In fact, changing the value of the sunk entry cost fe is likely to impact on export

participation, by altering the composition of the population of successful entrants. As

a result, if one wants to match the degree of export participation seen in the data, the

magnitude of fixed exporting costs has to be adjusted accordingly. More specifically, to

(approximately) match an export participation of 21.58% as in the French data, we need

to set fx = 1.5 when fe = 0.5. This p Results do not change significantly with respect to

Figure 4, although of course now the Pareto model is no longer invariant to a change in

fe because fx also changes. In both the lognormal and the Pareto models higher costs are

associated with large GFT, but the magnitude and the ranking among GFT delivered by

different models remain unaltered (see Figure B3 in the Appendix).

7A comparison of GFT in the homogeneous and heterogeneous case under lognormality of the pro-
ductivity distribution (computed at τ = 1.83) shows that the additional benefits associated with firm
heterogeneity are greatly reduced when fe grows. In fact, in the baseline case (fe = 0.0145) the welfare
effect of trade liberalization goes from 2% in the homogeneous model to 3.2% in the heterogeneous one;
when fe = 0.5, on the other hand, GFT move from 3.8 to 4.2%.
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Impact of a 50% reduction in iceberg transport costs. The last exercise we

perform is to evaluate the effect of a 50% reduction in iceberg transport costs (as opposed

to a mover from autarky to free trade), when ǫ varies, and k and σ adjust accordingly.8

GFT under Pareto always dominate those under a lognormal productivity distribution.

What is more, in the Pareto case we find a monotonic upward-sloping relation linking

GFT to ǫ, whereas the relationship is hump-shaped in the longnormal case. Hence, as

the elasticity of substitution increases, the distance between the domestic productivity

thresholds under the two values of τ first increase, yielding the upward sloping part of

the curve, then, for values of ǫ ≅ 3.5 start decreasing thus reducing the welfare impact

of a reduction in variable trade costs. The fact that the lognormal model does not yield

closed-form solutions makes it difficult to understand the source of this peculiar behavior:

one possibility, which we would like to explore in the future, is to use an approximation

for the normal CDF that enters the equilibrium condition of the lognormal model and

defines the threshold productivity levels.

8To compute this exploit the fact that
WT

1

WT

0

=
WT

1
/WA

WT

0
/WA

.
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Figure 6: Welfare effect of a 50% reduction in iceberg transport costs (τ) in the lognormal
and Pareto cases.

5 Conclusion

Large and persistent heterogeneity among firms has become a central tenet of present-day

trade literature, but most existing works have crystallized around a specific shape of firm

heterogeneity, postulating that the latter is well described by a Pareto distribution. We

investigates what happens to the magnitude of gains from trade when one departs from the

standard assumption of a Pareto productivity distribution. We take stock of the existing

literature showing that the degree of heterogeneity in firm size and productivity matters a

lot for both the magnitude and the composition of the welfare effect of trade liberalization

di Giovanni & Levchenko (2013). The reason for this is the relative importance of marginal

firms that represent the extensive margin of trade, versus large infra-marginal enterprises.

We push the argument one step further and evaluate the effect of choosing a different type

of productivity distribution, namely a lognormal distribution. In so doing, we complement

recent evidence by Head et al. (2014) by offering a thorough comparison between GFT

obtained under a Pareto and a lognormal distribution, as well as the sensitivity of the

results to a number of key parameters.

We find that GFT increase the fatter the tails of the productivity distribution, and

this result carries over to the lognormal case. Our parametrization returns a clear-cut

and stable ranking among the various models, with GFT under Pareto always dominating

those obtained assuming a lognormal distribution.9

The Pareto assumption yields results that appear both larger and more sensitive to

9This could change in case we compare a lognormal with large variance with a Pareto distribution
characterized by a large shape parameter.
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the key parameters of the model, most notably the elasticity of substitution, which is

notoriously difficult to pin down. On the other hand, a model postulating that firm

productivity follows a lognormal distribution does not yield closed-form solutions for the

threshold levels of productivity, which are the main determinants of welfare gains.

As for the additional welfare effect of heterogeneity relative to classical models where

all firms are equal, we find that —maybe paradoxically— the more heterogeneous is firm

productivity, the smaller the contribution of heterogeneity to the gains from trade.
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Appendices

A Model derivation under lognormality

The threshold productivity levels needed to compute welfare gains are implicitly defined by

the free entry condition of the model, requiring the expected value of profits (conditional

on surviving) to be equal to the sunk entry costs,
[

1−G(φT
d )
]

π̄ = wfe, where G(φ) is

the cumulative distribution (CDF) of productivity, and
[

1−G(φT
d )
]

gives the proportion

of firms that successfully enter the market. The zero profit condition implies that, both

in the domestic and the foreign market, the marginal firm featuring the threshold value

of productivity earns just enough to pay for its fixed costs (of production and, possibly,

export). Combining the zero profit conditions for the domestic and foreign market, one

can establish a relationship between the domestic and export productivity cutoffs:

φT
x = τ

(

fx
fd

)
1

ǫ−1

φT
d . (1)

Combining these elements, and choosing a specific distribution of productivity G(φ), it is

then possible to compute GFT.

In the Pareto case, [1−G(φ)] =
(

φmin
φ

)k

: this greatly simplifies the computations,

and yields a closed-form solutions for the productivity cutoffs and average productivity.10

Here below we detail the lognormal case.

A.1 Closed economy

We have to solve for φA
d the free entry condition (??), which can be written as:

fe
fd

= [1−Gµ,σ2(φA
d )]





(

φ̃A
d

φA
d

)ǫ−1

− 1



 . (2)

Under the assumption of lognormality, Gµ,σ2(x) = Φµ,σ2(log(x)) is the Logn(µ, σ2) CDF,

while (φ̃A
d )

ǫ−1 is given by

(φ̃A
d )

ǫ−1 =

ˆ

∞

φA

d

φǫ−1 gµ,σ2(φ)

1−Gµ,σ2(φA
d )

dφ (3)

with gµ,σ2 being the Logn(µ, σ2) probability distribution function (PDF). The integral (3)

is equal to:

φ̃A
d = E(φǫ−1|φ > φA

d ), (4)

10We refer the interested reader to the excellent Web Appending of the paper by Melitz & Redding
(2013).
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where φ ∼ Logn(µ, σ2). The expected value can be computed explicitly and is given by

E(Y ǫ−1|Y > φA
d ) = E(Y ǫ−1)

Φ((ǫ− 1)σ − a0)

Φ(−a0)
, (5)

where a0 = (log(φA
d ) − µ)/σ. Note that, for integer ǫ, equation (5) is the (ǫ − 1) − th

moment of φ|φ > φA
d , i.e. the Logn(µ, σ2) distribution right-truncated at φA

d . It is well

known that E(φǫ−1) = exp{(ǫ− 1)µ+ (ǫ− 1)2σ2/2}. Thus, equation (5) can be rewritten

as

E(φǫ−1|φ > φA
d ) = exp{(ǫ− 1)µ+ (ǫ− 1)2σ2/2}

Φ((ǫ− 1)σ − a0)

Φ(−a0)
.

From (4) and (5) it readily follows that

(φ̃A
d )

ǫ−1 = exp{(ǫ− 1)µ+ (ǫ− 1)2σ2/2}
Φ((ǫ− 1)σ − a0)

Φ(−a0)
. (6)

Hence, the problem consists in solving (2) for φA
d with φ̃A

d given by (6), namely:

fe
fd

= [1−Gµ,σ2(φA
d )]

[

exp{(ǫ− 1)µ+ (ǫ− 1)2σ2/2}Φ((ǫ− 1)σ − a0)/Φ(−a0)

(φA
d )

ǫ−1
− 1

]

The solution of this equation must be found numerically.

A.2 Open economy

Similar results hold in open economy. If τ(fx/fd)
1/(ǫ−1) > 1, only the most productive

firms export. Given the relationship between the domestic and export productivity thresh-

old defined by equation (1) above, we also have that φT
x > φT

d .11 The free entry condition

to solve for φT
d can be written as:

fe = fd[1−Gµ,σ2(φT
d )]





(

φ̃T
d

φT
d

)ǫ−1

− 1



+ fx[1−Gµ,σ2(φT
x )]





(

φ̃T
x

φT
x

)ǫ−1

− 1



 , (7)

where φ̃T
x is average productivity in the export market, and

(φ̃T
x )

ǫ−1 =

ˆ

∞

φT
x

φǫ−1gµ,σ2(φ)

1−Gµ,σ2(φT
x )

dφ. (8)

Similarly to the closed-economy case, lognormality implies that equation (8) is given by

(φ̃T
x )

ǫ−1 = E(φǫ−1|φ > φT
x ) = E(Y ǫ−1)

Φ((ǫ− 1)σ − a1)

Φ(−a1)
, (9)

11On the other hand, if τ(fx/fd)
1/(ǫ−1) ≤ 1, then all firms export and φT

x = φT
d .
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where a1 = (log(φT
x )− µ)/σ.

As for the ratio W T/WA, we get:12

W T

WA
=











φT

d

φA

d

if τ
(

fx
fd

)1/(ǫ−1)

> 1;
(

1+τ1−σfd
fd+fx

)1/(σ−1)
φT

d

φA

d

if τ
(

fx
fd

)1/(ǫ−1)

≤ 1.
(10)

B Additional Evidence

This section contains some additional evidence that we not presented in the main text.

Figure B1 shows how GFT change when we let the elasticity of substitution ǫ vary, but

keep k or σ unchanged to their baseline values. The assumption here is that we can directly

calibrate the degree of heterogeneity in productivity without relying on the relationship

between the latter and sales.
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Figure B1: Lognormal and Pareto welfare gains as a function of ǫ. The shape parameter
k and the standard deviation of the lognormal distribution σ are kept fixed. Trade costs
have their baseline values τ = 1.83, fx = 0.545).

Here we see that the magnitude of GFT is reduced with respect to Figure 4 above,

where ǫ affects the degree of heterogeneity as well. Also, while in case k = 3.18 GFT

under Pareto are always larger than those under lognormality, for the case or a Pareto

12See equations (11) and (27) in the Web Appendix of Melitz & Redding (2013).
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productivity distribution with a shape parameter k = 4.25, values of the ǫ < 3.5 yield an

inversion in the ranking, with the lognormal model delivering higher GFT.
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Figure B2: Lognormal and Pareto welfare gains as a function of ǫ: homogeneous Vs
heterogeneous models.

Figure B2 compares GFT in the homogeneous and heterogeneous case under the al-

ternative assumptions of a Pareto or lognormal productivity distribution. Differences are

small compared with the magnitude of GFT, especially for small values of ǫ.

Figure B3 compares GFT obtained from the lognormal and Pareto model for dif-

ferent levels of the sunk entry cost fe and corresponding fx so as to match the export

participation rate (21.58%) found among French manufacturing firms in 2003.
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Figure B3: Lognormal and Pareto welfare gains as a function of ǫ: τ, kandσ vary with ǫ,
fx is adjusted to changes in fe so to match export participation observed in the data on
French manufacturing firms.
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